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Abstract

The identification of differential item functioning (DIF) is often performed by means
of statistical approaches that consider the raw scores as proxies for the ability trait

level. One of the most popular approaches, the Mantel–Haenszel (MH) method, be-

longs to this category. However, replacing the ability level by the simple raw score is

a source of potential Type I error inflation, not only in the presence of DIF but also

when DIF is absent and in the presence of impact. The purpose of this article is to

present an alternative statistical inference approach based on the same measure of

DIF but such that the Type I error inflation is prevented. The key notion is that

for DIF items, the measure has an outlying value that can be identified as such
with inference tools from robust statistics. Although we use the MH log odds ratio

as a statistic, the inference is different. A simulation study is performed to compare

the robust statistical inference with the classical inference method, both based on the

MH statistic. As expected, the Type I error rate inflation is avoided with the robust

approach, although the power of the two methods is similar.
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Differential item functioning (DIF) has become an important field of research in psy-

chometrics in the past decades. An item is said to function differently if examinees
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with identical ability level, but belonging to different groups, have different response

probabilities. This article focuses primarily on uniform DIF, that is, when the interac-

tion between group membership and the item response is constant across the underly-

ing matching variable (Hanson, 1998).

Many methods have been proposed to detect such items. Some of the early methods

were based on empirical measures of the difference in item difficulties, such as the

Delta method (Angoff & Ford, 1973). Other traditional methods include the Man-

tel–Haenszel (MH) approach (Holland & Thayer, 1988), standardization (Dorans &

Kulick, 1986), logistic regression (Swaminathan & Rogers, 1990), and a simultaneous

test bias (or SIBTEST) technique (Shealy & Stout, 1993). In addition, methods relying

on item response models have been developed.

This article focuses on a new statistical method that helps for two issues related to

the traditional methods. The first issue is the comparability of the matching criterion

or ability scale. When using a non–item response theory (IRT) method, a matching

criterion is needed as an indication of the ability. Most often, this is the sum score,

not only in the Mantel–Haenszel but also in the standardization method, SIBTEST,

and the logistic regression technique, sum scores are used as a matching variable.

When the DIF approach is based on a unidimensional IRT model, the assumption

is that the latent trait in the focal group (the ability level) is the same latent trait

as in the reference group, which is an equivalent assumption as made for the sum

score. The two scales can then be linked, for example, through mean difficulty

equating.

One method to obtain comparability for the matching criterion is an anchor set,

a set that may be assumed to be DIF-free. It implies one has a priori knowledge,

which seems reasonable in some cases, such as when items are used from an existing

DIF-free test. However, if no such DIF-free anchor set is available, one needs to rely

on a purification procedure, which consists of progressively removing DIF items

through iteration steps until the remaining set can be assumed to be free of DIF.

The comparability is achieved through the purification process and when the process

converges, the DIF identification is achieved as well. Both these solutions for the

comparability issue have a drawback. Choosing an a priori anchor set requires strong

prior knowledge, so that the quality of the result will depend on the quality of one’s

beliefs. And one certainly does not always have good prior knowledge. Going

through the purification process seems to work well in practice, but it requires an

extra process, and since the procedure has a heuristic nature, an optimal outcome

is not guaranteed.

The second issue refers to asymmetric DIF, which means that some items are either

more difficult or easier in the focal group than in the reference group. Asymmetric

DIF clearly distorts the sum score, more so than symmetric DIF, so that the compara-

bility is seriously endangered. From the viewpoint of modeling, DIF implies indeter-

minacy. One can choose a parameterization such that the DIF looks symmetrical by

using the identification constraint that the mean of the item difficulties is equal in

both groups. This of course has consequences for the group means of the latent trait.

In other words, there is a trade-off between the overall group parameter and the DIF
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parameters. The identification of DIF items depends on the chosen parameterization

of the model. The common approach of equal mean difficulties leads necessarily to

a reduction of the DIF size of the asymmetrical DIF items, but also to the ‘‘creation’’

of DIF for other items and therefore to DIF inflation. Take the example of the follow-

ing difficulties: (1, 1, 1, 2) in the focal group and (1, 1, 1, 1) in the reference group.

After the equating, the difficulties of the focal group would be (0.75, 0.75, 0.75, and

1.75), so that now all items show DIF. The situation is clear for the case an IRT model

is used, but the same logic applies for the Mantel–Haenszel approach. The underlying

assumption is that for the items included in the sum score, the difficulties are the same

in the focal group and the reference group, which implies equal mean difficulties. Fol-

lowing the same logic, it is quite evident that with increasing DIF, the Type I error

becomes more inflated (Clauser, Mazor, & Hambleton, 1993; Wang & Su, 2004),

and this is a problem in particular for asymmetric DIF. In the case of asymmetric

DIF, the implicit (MH) or explicit (IRT) equal mean difficulty rule exports the DIF

to other items, so that the overall probability of rejecting the null hypothesis increases.

DIF-free items can mistakenly be identified as DIF. The method we propose is meant

to avoid the DIF inflation. Also, a purification procedure can counteract this DIF infla-

tion, but it is a heuristic multiple-step process. Without purification or when a model-

ing approach with mean difficulty equating is used, non-DIF items run the risk of

being identified as DIF. In other words, a Type I error inflation may be expected.

This appears to be the case also when in fact the test is DIF-free but when the group

means differ (DeMars, 2010), but the reason why is not clear. Therefore, we will

explore the Type I error for a DIF-free condition but with group differences in the

level of the latent trait.

The aim of the new approach is to avoid the two problems just discussed. The DIF

items are identified empirically and in one step, so that neither an a priori anchor set

nor a purification process is needed. The DIF identification is also independent of the

direction of the DIF. Confounding with impact is avoided, and the equating choice that

is made will have no effect on DIF identification. In fact, the method leads to an a pos-

teriori defined anchor set, which is the set of nonoutliers. The new approach is more

than just a refinement since it is based on a statistically different kind of inference.

Rather than an extensive comparative study with real or simulated data of various

kinds, we plan an initial study to investigate the potential of a new statistical approach.

It is evident that follow-up studies are required before the new approach can be used

on a large scale in practice. If it seems to work in this initial study, one may also want

to investigate it for other kinds of problems than DIF where a minority of the cases

show deviating patterns, as will be explained in the next section on outlier detection.

Recall that in this article we focus on uniform DIF. Most methods, and especially

the most popular methods, are for uniform DIF. When a proxy of the ability is used as

the matching criterion, it is mostly the sum score, as for the MH statistic, which will be

the basis for our study. Either it is used in the classical way, referred to as the classical

MH in the following, or in the alternative way based on robust statistics for identifying

outliers, referred as the robust outlier MH in the following.
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An Outlier Detection Approach

The approach we propose to detect differentially functioning items is based on the

concept of DIF items as outliers with respect to the DIF statistic and on a robust

approach to identify the outliers. The outlier idea is the basic idea beyond the Delta

method: DIF items ‘‘are the items that are especially more difficult for one group

than for the other, relative to the other items’’ (Angoff & Ford, 1973, p. 97). However,

our approach relies on a different kind of statistical inference compared with the Delta

method. These differences in item difficulties can be seen as the realizations of a ran-

dom variable, a different one depending on the item. The idea at the basis of the outlier

approach is that DIF corresponds with an outlying value compared with the distribu-

tion of the differences after a transformation and when there is no DIF (under the null

hypothesis). An important assumption for the method to work is that the DIF items, if

any, represent only a minority of the test items. If the majority of the items would

show DIF, it would indicate that the test suffers from a global lack of measurement

invariance, and the removal of the DIF items would drastically change the test. In

practice, minority DIF seems to be the more common case, certainly when items

are carefully constructed.

Robust statistics is known to be an efficient method to identify outliers. This

method ensures to measure the sample variability of the fraction of the data uncontam-

inated by outliers in one step. The robust approach, in association with a convenient

DIF measure, is the fundamental aspect of our approach. The use of robust statistics in

psychometrics is not a new idea in itself, although most of the related literature is

fairly recent. Robust statistics have been applied in various areas, such as item param-

eter estimation (Huynh & Meyer, 2010; Huynh & Rawls, 2009), inference in logistic

regression (Croux, Flandre, & Haesbroeck, 2002; Victoria-Feser, 2002), structural

equation modeling (Lee & Xia, 2008; Mooijaart & Bentler, 1991; Yang-Wallentin

& Marcoulides, 2001; Yuan & Bentler, 1998, 2007), reliability estimation (Yuan &

Bentler, 2002), effect size estimation (Zhang & Schoeps, 1997), assessment of unidi-

mensionality (Yuan, Fung, & Reise, 2004), factor analysis (Olsson, 1979; Satorra,

1992; Yuan, Marshall, & Bentler, 2002), latent variable modeling (Hoshino, 2007;

Moustaki & Victoria-Feser, 2006), principal component analysis (Croux & Haes-

broeck, 2000), discriminant analysis (Croux, Haesbroeck, & Joossens, 2008; Verboon

& van der Lans, 1994), multilevel modeling (Cheong, Fotiu, & Raudenbush, 2001;

Yuan & Bentler, 2005), and multidimensional scaling (Spence & Lewandowsky,

1989). However, to our knowledge, robust statistics has never been considered in

the DIF framework or for the broader category of item and person diagnostics. The

category in question concerns the detection of deviating response patterns, either asso-

ciated with an item or with a person, or with pairs of items or persons, and for the case

the deviations under the null hypothesis may be assumed to follow a given random

distribution. If an approximation of the random distribution can be obtained, devia-

tions of various kinds can be tested in this way, such as DIF, person misfit, local

item dependence, and possibly also copying (dependence between persons).
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Identification of Differential Item Functioning Items

as Outliers

Three elements of the approach need to be explained in order to describe the method:

(a) a measure of DIF for each item, (b) the outlier notion applied to a DIF measure, (c)

robust statistics as an inference tool to detect outliers. These elements are discussed

hereafter.

Measure of Differential Item Functioning Effect

Among the non-IRT methods for DIF, the MH method is probably the best

known and best performing traditional method (Wainer, 2010). An accurate

measure of DIF effects can be obtained from this method. Let J be the number of

test items and set Tj the number of examinees from both the reference group and

the focal group with raw score j (j ¼ 0, . . ., J). For any item of interest, these

examinees can be displayed into a 2 × 2 contingency table, with the group

membership (either reference or focal group) and the response to the item of interest

(either correct, coded as 1, or incorrect, coded as 0) as the two binary factors of the

table. Let Aj and Bj be the numbers of reference group examinees with respectively

correct and incorrect responses to the item, and let Cj and Dj be the numbers of focal

group examinees with respectively correct and incorrect responses to the item. By

definition, the item of interest exhibits (uniform) DIF if there is a significant condi-

tional association between the item responses and the group membership, condition-

ally on the raw scores. An easy way to test for this conditional association is to

compute the MH estimate of the common odds ratio (Penfield & Camilli, 2007, p.

136):

âMH =

P

J

j= 0

Aj Dj

Tj

P

J

j= 0

Bj Cj

Tj

: ð1Þ

A more symmetric statistic is obtained by the MH log odds ratio statistic:

l̂MH = log(âMH ): ð2Þ

Under the null hypothesis that the item of interest does not function differently,

l̂MH is very close to zero. Negative values of l̂MH correspond to DIF in favor of the

focal group and positive values of l̂MH correspond to DIF in favor of the

reference group (Holland & Thayer, 1988). Several standard error estimates of

this measure have been proposed, but the most commonly used standard error

is due to Philips and Holland (1987). See also Penfield and Camilli (2007,

p. 137):
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Var(l̂MH )=

P

J

j= 0

Tj
ÿ2 (Aj Dj + âMH Bj Cj)(Aj +Dj + âMH Bj + âMH Cj)

2
P

J

j= 0

Aj Dj

Tj

" #2
: ð3Þ

Eventually, the standardized statistic

d=
l̂MH

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

Var(l̂MH )

q , ð4Þ

is asymptotically distributed as a standard normal variable under the null hypothesis of

no DIF for the item of interest. In other words, any item whose d value is larger (in

absolute value) than 1.96 is flagged as DIF with 95% confidence.

In the following, we make use of this standardized MH log odds ratio statistic d as

a measure of DIF for the traditional MH method as well as for our robust approach. Its

asymptotic normality under the null hypothesis of no DIF is central to both. For the

traditional approach, an item-specific dk (k ¼ 1, . . ., J) can be determined and tested

based on its distribution. A crucial difference is that for the robust outlier approach the

distribution of the dk measure across items is used.

Outlier Detection

It is well known that Mahalanobis distances (squared z values) follow a chi-square

distribution with one degree of freedom (Mahalanobis, 1936; Mardia, Kent, & Bibby,

1979). Strictly speaking, this applies also to the chosen DIF measure if d1, . . ., dJ is

normally distributed and the population parameters md and sd2 are used. The normal

distribution is an assumption under the null hypothesis of absence of DIF. As a conse-

quence, the variance of the dj reflects the error variance of each estimate. This is

because the error variances are homogeneous given the standardized MH statistic

of Equation (4). Replacing the population parameters by their sample estimates �d

and s2d yields the sample Mahalanobis distancesSMDk,

SMDk =MDk(dk ,d,sd)=
dk ÿ �d

sd
, ð5Þ

for which an approximate chi-square distribution is usually considered based on its

asymptotic quality. Interestingly, Gnanadesikan and Kettenring (1972) have shown

that the true distribution of the sample Mahalanobis distances is related to the Beta

distribution through a transformation based on the sample size J. More precisely,

J

(J ÿ 1)2
SMDk

2 =
J

(J ÿ 1)2
(dk ÿ d)2

sd2
, ð6Þ
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has a Beta distribution with parameters 0.5 and (J − 2)/2, assuming that dk is normally

distributed (see also Hardin & Rocke, 2005). Because it is an exact distribution, it is

more accurate than the approximate chi-squared distribution with one degree of free-

dom, which is especially true for small tests (i.e., small J).

With this Beta distribution, and assuming that the measures of DIF dk are normally

distributed under the null hypothesis, one is able to detect outliers within the sample

(d1,:::,dJ ) as follows. Let Qa be the quantile of the Beta distribution with parameters

(0.5; (J − 2)/2) related to significance level a. Then, item k is considered as an out-

lying one if its distance given by Equation (6) is larger than Qa. Hence, the detection

rule to classify item k as an outlier (without applying a robust approach) is

J

(J ÿ 1)2
(dk ÿ d)

2

sd2
>Qa or SMD2

k >
(J ÿ 1)2

J
Qa

ð7Þ

The condition in Equation (7) can be rewritten as

dk∈6 d± sd (J ÿ 1)

ffiffiffiffiffiffi

Qa

J

r

" #

, ð8Þ

where ½a± b� refers to the interval a − b; a + b. Because this rule is not based on

a robust approach, it is called the nonrobust outlier MHmethod. Equation (8) indicates

that item k is classified as an outlier if the statistic dk does not belong to some interval,

with lower and upper bounds depending on the sample estimates d and sd, the number

of items J and the quantile Qa of the beta distribution.

Robust Statistics

One problem with this nonrobust rule is that the sample mean �d and the sample stan-

dard deviation sd are sensitive to outliers, whereas it is the explicit intention to detect

such outliers. We do not want the outliers to influence the estimates of the distribution

parameters under the null distribution. There exist several robust methods for the esti-

mation of location and dispersion. In this article, simple and straightforward estima-

tors are used: the median as a robust estimator of location and the median absolute

deviation (or mad) as a robust estimator of the sample standard deviation. The mad

estimator of dispersion is defined as the median of the absolute deviations of the sam-

ple observations from their median value. Both robust estimators are designed to cap-

ture the center and the dispersion of the ‘‘good’’ part of the data (the null hypothesis

part), unaffected by outlying observations. Consequently, the robust version of the

SMDk distance is the so-called robust Mahalanobis distance RMDk:

RMDk =MDk(dk ,~d,madd)=
dk ÿ ~d

madd
, ð9Þ
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with ~d as the median andmadd as the median absolute deviation. The robust version of

Equation (7) becomes

RMD2
k >

(J ÿ 1)2

J
Qa: ð10Þ

The DIF identification Rule 8 can be rewritten as

dk∈6 ~d±madd (J ÿ 1)

ffiffiffiffiffiffi

Qa

J

r

" #

ð11Þ

and will be called the robust outlier MH method. This is also the rule we will further

investigate in a simulation study.

It is important to point out that, although the same quantile Qa is being used in the

robust rule, the distribution is strictly speaking not a Beta anymore. Nevertheless,

because robust estimators provide an estimation of location and scale of the uncon-

taminated data, it is assumed here that the approximation of the true distribution by

the Beta function (and replacing classical estimates by robust versions) is acceptable

as an approximation, as is common in robust statistics (see, e.g., Rousseeuw & Leroy,

1987).

Simulation Study

The purpose of this study is threefold: (a) to evaluate the power of the robust outlier

MH, (b) to assess whether the robust outlier MH can prevent the Type I error inflation

of the classical method, and (c) to compare the performance of the robust outlier MH

with the classical MH when item purification is used. The nonrobust outlier MH is

also considered as a control measure to investigate why the robust approach makes

the difference: because it is an outlier approach or because it is a robust outlier

approach. The generation of the data set, the computation of the DIF statistics, and

the analysis of the results were performed using the R package difR (Magis, Béland,

Tuerlinckx, & De Boeck, 2010).

Design of the Study

Six factors are manipulated: the size of the groups, the length of the test, the difference

in average ability levels, the DIF detection method, the percentage of DIF items, and

the size of DIF.

Both the reference group and the focal group have a size of 250, 500, or 1,000.

Moreover, the focal group never has larger size than the reference group. This yields

six combinations: three with equal group sizes, 250, 500, and 1,000, and three with

unequal group sizes: 500 versus 250, 1,000 versus 250, and 1,000 versus 500 for

the reference group versus the focal group, respectively. Three test lengths are consid-

ered: small (20 items), moderate (40 items), and large (60 items). Also three
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percentages of DIF items (all asymmetric) are used: 0% (absence of DIF), 10%, and

20%. The latter percentage is perhaps less realistic, but is included because the Type I

error inflation of the classical MH is expected to be more pronounced in a rather

extreme situation of DIF contamination.

Examinee abilities in the reference group are drawn from a standard normal N(0, 1)

distribution. In the focal group, the abilities are generated from a N(g, 1) distribution,

where the focal group average ability level g is either equal to 0 or equal to −1. When

mean abilities are the same in both groups (i.e., g ¼ 0), we refer to the equal means

case, whereas in the unequal means case the average ability is lower in the focal group

than in the reference group (item impact).

A closed form of the three-parameter logistic (3PL) model is considered to generate

the data sets. The item discriminations ak are identical in both groups and are drawn

from the log-normal distribution with parameters 0 and 0.1225. These values are con-

sistent with previous simulation studies (e.g., Donoghue & Allen, 1993; Penfield,

2003; Zwick, Donoghue, & Grima, 1993). The pseudo-guessing parameters gk are

equal to 0.20 for all items and in both groups. The item difficulties bkR in the reference

group are drawn from a standard normal distribution. In the focal group, item difficul-

ties bkF are obtained as follows:

bkF =
bkR if item k is nonÿDIF

bkR +fk if item k is DIF

�

, ð12Þ

where the increment fk is the size of DIF for item k. Given the aim of the study, the

DIF is always unidirectional, and, because we wanted to have a clear and uncon-

founded view on the effect of DIF size, we created conditions with equal but increas-

ing DIF size. The DIF values fk are either 0.4 or 0.8. The value 0.4 is frequently used

in DIF studies (Clauser et al., 1993; Donoghue, Holland, & Thayer, 1993; Penfield,

2001), and the value 0.8 is useful to quantify the effect of DIF size on power and

Type I error rate.

The binary responses Yikg of subject i from group g (focal or reference) to item k are

randomly drawn from a Bernoulli distribution with success probability given by the

closed-form 3PL model,

Pr Yikg = 1 yig, ak ,bkg, gk
�

�

ÿ �

= gk + (1ÿ gk)
exp ak (yig ÿ bkg)

� �

1+ exp ak (yig ÿ bkg)
� � , ð13Þ

where yig and bkg are the ability of person i and the difficulty of item k in group g,

respectively, and ak and gk are the discrimination and pseudo-guessing of item k

(both equal in the two groups).

Type I Error and Power

For each combination of sample size, test length, percentage of DIF items, equal or

unequal means, and size of DIF (if any), 100 data sets were randomly generated,
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and based on an analysis, items were classified as being DIF or non-DIF following

four methods: classical MH, classical MH with item purification, nonrobust outlier

MH (nonrobust rule), and robust outlier MH (robust rule). The Type I error rate is

computed as the overall proportion (across the 100 simulated data sets) of non-DIF

items that are incorrectly flagged as DIF. Power is the overall proportion of DIF items

that are correctly flagged as DIF.

When item purification is performed, at most 10 iterations are allowed, and in case

of nonconvergence of the MH results after 10 iterations, the process stops and the

results are not retained for computing Type I error rate and power. For all methods,

the significance level is set equal to 5%. The Type I error rate and the power will

be reported. In the condition without DIF items, power is of course not a relevant

notion for that condition.

Comparison of Differential Item Functioning Methods

The empirical Type I errors for the case of no DIF are displayed in a four-way table

with the detection method, the number of examinees, the number of items, and the dif-

ference in average ability level as design factors. An analysis of variance is carried

out, with the four factors as main effects, to further interpret the results.

In the presence of DIF, however, the inclusion of two more design factors (percent-

age and size of DIF) yields six-way tables that are difficult to interpret. For that rea-

son, we applied the following procedure. In a first step, saturated analysis of variance

models are used with the Type I error and the power as response variables and all six

design factors as covariates. In the next step, the models are simplified by removing all

nonsignificant terms, except for any lower order effects of significant interaction

effects. In a final step, starting from the simplified models, design factors are removed

if their main effect or interaction effects do not explain more than 1% of the total var-

iance. The finally obtained models are used to interpret the effects of design factors.

Results

Type I Error in the Absence of Differential Item Functioning

When DIF is not present, the Type I error is best explained by all four factors: the DIF

method, the difference in average ability levels, the size of the groups, and the length

of the test (total R2 ¼ .928). The Type I error rates are displayed in Figure 1, with the

equal means case in the left panel and unequal means case in the right panel whereas

the top, middle, and bottom panels correspond to test lengths 20, 40, and 60, respec-

tively. Type I error rates are mapped by sample size on the x-axis.

When average ability levels are equal, four conclusions can be drawn. First, the

Type I error rates are rather constant across sample size. Second, all but the robust out-

lier method return Type I error rates very close to the nominal significance level.

Third, the robust outlier method displays consistently larger Type I error rates than
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Figure 1. Type I error rates in the absence of differential item functioning (DIF); in the equal
means case (left) and unequal means case (right) and with 20 items (top), 40 items (middle), and
60 items (bottom)
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the other methods. Fourth, as the test length increases, the Type I error rates of the

robust outlier method decrease and approach the nominal significance level.

When average ability levels differ, that is, in the presence of impact, the situation is

slightly different. First, both the robust and the nonrobust outlier MH methods do not

seem affected by item impact, whereas classical MH (with or without purification) is

affected indeed and shows Type I error inflation, especially when the test length is

small and the sample size large. Surprisingly, item purification does not produce a bet-

ter result. The inflation phenomenon is much less pronounced for larger test lengths.

These results confirm that the Type I error rate of the classical MH method is

affected by item impact, as already shown by DeMars (2010). In addition, the results

suggest that item purification may not be a way to avoid Type I error inflation due to

impact. Interestingly, the outlier MH methods do not seem sensitive to the effect of

group difference. The nonrobust outlier MH remains very close to the nominal level

whereas the robust outlier MH remains unchangeably above that level, only slightly

when the number of items is large.

Type I Error in the Presence of Differential Item Functioning

Four factors have a significant effect on the Type I error rates in the presence of DIF

(the percentage of variance explained is given within parentheses): percentage of DIF

items (4%), DIF size (15.6%), sample size (8.1%), difference in average ability

(4.2%), and the DIF detection method (79%). The test length explains less than 1%

of the variability. The Type I error rates are displayed in Figures 2 and 3, respectively

in the equal means case (absence of impact) and the unequal means case (presence of

impact). Top and bottom panels refer to DIF sizes of 0.4 and 0.8, respectively, whereas

the left and right panels stand for 10% and 20% of DIF items, respectively.

In the absence of impact, the Type I error of the classical MH method inflates with

sample size, percentage of DIF, and size of DIF. Item purification eliminates the infla-

tion. The two outlier methods do not show Type I error inflation, but they are rather

conservative instead, especially the nonrobust outlier MH method. For the 10% DIF

condition, the robust outlier MH method approaches nicely the nominal level whereas

for the 20% DIF condition it remains below that level. Also, one observes a slight

decrease of the Type I error rates as the sample size increases.

In the presence of impact and the presence of DIF, one observes a combination of

trends observed in the presence of impact and trends in the presence of DIF. First, the

Type I error inflation shows for the classical MH method and also when purification is

used. In the case of impact, purification seems to help somewhat but certainly not to

avoid the problem. Second, the outlier methods are not affected by item impact.

From these results, one can conclude that the classical MH method shows substan-

tial Type I error inflation effect. The inflation increases with the percentage of DIF,

DIF size, and sample size. The effect can be dramatic for a large group size. Item puri-

fication controls for this inflation on the condition that there is no impact. When the

ability level of the groups is different, Type I error inflation remains when purification

is applied. On the other hand, the outlier methods do control for Type I error inflation
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in all conditions of DIF, but they are rather conservative instead. They both are con-

servative for 20% of DIF, but the robust outlier MH method is not for 10% of DIF.

Power

The power results can be described in the same way as the Type I error rates in the

presence of DIF. Because the test length does not play a role, the power values are

presented in Figures 4 and 5 with exactly the same kind of display as the Type I error

rates in Figures 2 and 3.

Figure 2. Type I error rates in the absence of impact, with 10% (left panels) and 20% (right
panels) of differential item functioning (DIF) items, and with DIF size of 0.4 (top panels) and
0.8 (bottom panels)
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Strictly speaking, the power values should be compared only if the methods exhibit

similar Type I error rates. Any inflation of this rate could lead to an increase in power

too, so that it becomes difficult to distinguish whether the method is consistently more

powerful or it suffers from Type I error inflation. Consequently, the comparative

results regarding the power of the methods are in fact comparative results regarding

rejection rates for the null hypothesis given that DIF does occur.

As a general trend, the rejection rate of the nonrobust outlier MH method is con-

sistently smaller than for the other methods, and the classical MH method with

item purification outperforms all other methods, closely followed by the classical

MHmethod without purification and the robust outlier MHmethod. The robust outlier

Figure 3. Type I error rates in the presence of impact, with 10% (left panels) and 20% (right
panels) of differential item functioning (DIF) items, and with DIF size of 0.4 (top panels) and
0.8 (bottom panels)
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MHmethod yields similar results to the classical MH method on the condition that the

percentage of DIF items is not too large.

As expected, there is an increase with the group size and the size of DIF for all four

methods. However, the increase is lower for the nonrobust outlier MHmethod than for

the other methods. Finally, the rejection rate decreases not only with the percentage of

DIF items but also when item impact is present.

Discussion

The Type I error inflation effect is an unwilling phenomenon that affects the most tra-

ditional DIF detection methods and especially the classical MH method. It can occur

Figure 4. Empirical power values in the absence of impact, with 10% (left panels) and 20%
(right panels) of differential item functioning (DIF) items and with DIF size of 0.4 (top panels)
and 0.8 (bottom panels)
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both in the absence of DIF but with item impact (DeMars, 2010) or in the presence of

DIF (Clauser et al., 1993). Item purification helps in the absence of group differences

in ability level but not when there are such differences indeed. In this article, an alter-

native solution is proposed, which is also based on the MH DIF statistic, but which

makes use of an alternative inference approach. The identification of DIF items relies

on the statistical detection of items as outliers with respect to the standardized DIF

statistic, yielding a robust outlier rule for flagging items as DIF. The simulation study

has highlighted that the Type I error rate inflation actually shows for the classical MH

method whereas the robust outlier MH rule prevents this inflation at not too high a cost

of power.

Figure 5. Empirical power values in the presence of impact, with 10% (left panels) and 20%
(right panels) of differential item functioning (DIF) items and with DIF size of 0.4 (top panels)
and 0.8 (bottom panels)
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Item purification of the MH method demonstrates, as expected, an improvement of

the identification of DIF with respect to the standard MH method. In the absence of

item impact, the purified MH method is not affected by Type I error inflation and

keeps values close to the nominal significance level, even in the presence of large per-

centages of DIF items and large DIF sizes. Finally, the power of the item purification

method looks higher than that of the other methods.

However, item purification suffers from two major drawbacks. First, it seems not to

protect against Type I error inflation when item impact is present, either with or with-

out the presence of DIF items, whereas the outlier methods, and especially the robust

one, are unaffected by item impact. The second drawback is the iterative procedure,

which requires therefore more steps than the other methods, while it does not neces-

sarily converge, and when it converges, it does not necessarily lead to the optimal

solution. To investigate the issue of convergence, the percentage of simulated data

sets with convergence, or briefly the convergence rate, was recorded for each cell

in the design of the simulation study. An analysis of variance was carried out to study

the behavior of these convergence rates with respect to all design factors. It turned out

that the convergence is mainly explained by two factors: sample size and test length.

Figure 6 displays the convergence rates for increasing group size and test length. Two

important trends are observed: (a) the longer the test, the lower the convergence rate;

(b) the larger the group sizes, the higher the convergence rate.

Figure 6. Convergence rates of the item purification based on the classical Mantel–Haenszel
method
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This study focused primarily on the MH method as being one of the most used and

recommended DIF methods (Wainer, 2010). However, this is not the only traditional

method suffering from Type I error inflation. DeMars (2010) also discusses the case of

the logistic regression method, and several additional simulation studies also pointed

out a similar effect for the standardization and SIBTEST methods. One advantage of

the robust outlier rule is that it can easily be adapted to any standard method by spec-

ifying an appropriate DIF statistic arising from that method, on the condition that the

DIF statistic d is normally distributed under the null hypothesis of absence of DIF.

The choice of basic robust estimates of location (the median) and scale (the mad)

was motivated by the goal of keeping the approach as simple as possible. However,

other robust estimators of scale have been suggested, such as the so-called Qn and

Sn estimators (Rousseeuw & Croux, 1993), and they can be tried as an alternative

for the mad estimator.

The robust outlier approach can also be used to detect nonuniform (or crossing)

DIF. The core of the method, the identification of DIF items as outliers, remains

unchanged. What is needed is an appropriate DIF statistic that is normally distributed

under the null hypothesis of absence of nonuniform DIF. Examples of such statistics

are the modified MH statistic to detect crossing DIF (Mazor, Clauser, & Hambleton,

1994) or the standardized unsigned area between two item characteristic curves with

different item discriminations (Raju, 1990). Other statistics may be suitable or can

possibly be developed.

Finally, it is worth mentioning that the robust outlier approach can easily be

extended to the identification of DIF items with more than two groups of examinees.

This leads to multivariate measures of DIF statistics in a multivariate space. The

robust outlier rule consists then in identifying multivariate outliers, for which several

extensions of the present approach exist (see, e.g., Maronna, Martin, & Yohai, 2006).
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